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Abstract

Email importance labeling has been critical for businesses
and individuals. However, traditional keyword matching and
user-defined rules require manual feature engineering and
fail to scale or generalize. Recent LLMs such as GPT-4.1
provide high labeling quality, but enterprise-scale deploy-
ment remains prohibitively expensive. We develop Argo, an
enterprise-email labeling framework that explores alterna-
tive labeling schemes matching GPT-4.1 quality at signifi-
cantly lower cost, using an efficient profiler to search the
cost-quality tradeoff space and identify cost-efficient solu-
tions. Argo also includes an on-demand provisioning scheme
to scale labeling with real-time load and minimize peak-load
cost increases. Across 3 open-source email datasets, Argo
achieves 148-167% inference cost reduction with negligible
quality degradation and 20-640000x lower profiling costs,
enabling practical, large-scale email labeling for enterprises.
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1 Introduction

Email importance labeling streamlines personal and orga-
nizational workflows by directing user attention toward ur-
gent tasks and time-sensitive messages [2, 10]. It enables
cleaner task management by organizing action items and
related data into appropriate folders [4]. While email label-
ing is a long-studied problem, prior systems rely heavily on
manually engineered features to approximate message im-
portance [1, 2, 10, 21, 23]. We revisit enterprise-level email-
importance labeling in the era of highly expressive large
language models (LLMs), which are a natural fit for this task.
LLMs provide contextual understanding and operate directly
on natural-language email content without manual featuriza-
tion, allowing LLMs to achieve substantially higher-quality
labeling than older feature-engineered systems.

A reliable and well-integrated labeling feature strengthens
an enterprise-email client’s competitiveness, increases user
adoption and supports revenue growth [13]. We carry out
this work in collaboration with Outlook, a leading email
service aiming to deploy such solutions in their product.

However, enterprise-level email workloads have extremely
high volumes, with 376 billion emails exchanged per day in
2025 [18]. While LLMs like GPT4.1[5] offer superior label-
ing quality, running labeling with an LLM at this scale for
every email leads to prohibitive running costs. Leading email
providers like Outlook, while desiring such labeling quality,
are balking at the cost of labeling at this scale (e.g., GPT4.1
leads to labeling costs of $5-10 billion per month at current
email volumes). We ask the question, how do we build an
efficient system which achieves the best tradeoffs for email
labeling by intelligently balancing quality and cost? Further,
how do we efficiently provision resources to allow deployed
enterprise-level email systems label under real-time variable
load, without significantly increasing costs?

Lower-cost alternative systems to LLMs for email labeling,
either use cascades of Small Language Models (SLMs) [7, 12,
17] or trained classifiers using text embeddings [3, 16, 20].
However, these systems have multiple knobs (e.g., which
SLMs to use in the cascade etc.) which leads to an extremely
large search space (> 100M configurations, more in §2.2).
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Figure 1. Varying only the confidence thresholds for the
SLM Cascade already leads to a large tradeoff space

To deploy such labeling systems for achieving best cost-
quality tradeoffs, we need an efficient profiler to navigate the
search space and manage inference cost. We introduce Argo,
which has (a) an efficient profiler to select labeling methods
achieving best quality-cost tradeoffs and identify a Balanced
operating point and (b) a resource-provisioning scheme to
minimize cost increases under peak email load.

Unlike several traditional profiler-based systems, messag-
ing workloads like emails, do not have clear spatial or tem-
poral insights to be utilized for profiling (e.g., several video
analytics profiling systems [8, 9, 22, 24] relied on such prop-
erties). Argo’s profiler identifies a novel insight, the char-
acteristics of the labels can be used as a signal to choose
the labeling method. This allows us to make offline-profiled
static choices for parameters at runtime. Offline profiling on
a calibration set of emails allows Argo to decide the labeling
method at runtime; a dynamic choice between a cascade of
SLMs and a lightweight embedding classifier, along with all
necessary parameters to construct the SLM cascade.

Email labeling at enterprise scale also requires an efficient
system to manage resources under peak email load. Outlook
is provisioned to use SLMs via model-as-service at a certain
capacity and is charged a penalty for exceeding it. Argo de-
velops a greedy resource provisioning algorithm for the SLM
cascade, to balance between further provisioning SLM in-
stances which are at capacity and using other under-capacity
SLMs in the cascade, to minimize cost increases during load.

We make the following contributions and enable Outlook
to deploy these labeling techniques in their email client -

e Argo is the first system for cost-efficient labeling of email
enterprise workloads with near LLM labeling accuracy at
148-167% lower inference costs.

e Argo efficiently searches the quality-cost tradeoff space
for email labeling and chooses a Balanced point with 20-
640000x lower profiling costs with no quality drop.

e Argo provides a resource provisioning scheme to minimize
cost-increase of labeling under increased load by 2.2-3.8x%.

2 The tradeoff space for email labeling
2.1 What do email labels look like for Outlook?

e Priority - This provides an overall importance ranking of
the email on a discrete scale from 1 (lowest) to 5 (highest).
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Figure 2. Argo performs offline profiling to determine knob
values and decisions to be used for email labeling

e Needs Reply - This binary label determines if an email
requires a reply or not.

e Is Urgent - This binary label measures the time-sensitivity
and how quickly should the email be read by the receiver.

e Needs Action - This binary label decides if the receiver
needs to carry out an explicit task (e.g., access approval).

o Needs Scheduling - This binary label determines if the email
needs a time-sensitive follow up meeting or event.

To establish ground-truth labels, we use GPT-4.1, the ref-
erence model deployed in Outlook, to label each email. We
additionally validate these labels through human review by
team members, confirming that their quality meets Outlook’s
deployment requirements. We therefore use the GPT-4.1-
generated labels as ground truth and evaluate our system by
measuring its labeling performance relative to these labels.

2.2 Optimal tradeoffs needs a smart system

Offline profiling over a set of calibration emails is an effective
way to assign criteria for labeling (e.g., when to choose the
SLM cascade) However, naive profiling leads to prohibitive
costs due to the large combinatorial tradeoff space, as there
are several knobs which must be explored. The important
knobs are number, order and choice of SLMs in cascade, con-
fidence thresholds within the cascade, and how and when to
choose between embedding classifier or the cascade.
Conducting an exhaustive sweep over all combinations
of knobs prohibitively increases the cost of the profiler. If
we vary only the confidence threshold for the SLM cascade
in the range 80 — 100%, while keeping all other knobs fixed,
the cost-quality tradeoff space varies significantly varying a
single knob in a small neighborhood (Figure 1). It becomes
essential to reduce the space of profiling and build a cost-
efficient profiler to find the best solution the tradeoff space.

3 Argo: A System for Cost-Efficient
Enterprise Email Labeling

We present Argo (Figure 2), an email importance labeling
system for enterprise scale. Argo has two main components-
o An efficient profiler which runs offline profiling to deter-

mine the optimal quality-cost tradeoffs for email labeling.
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e An on-demand resource provisioning scheme to scale Argo
to minimize the cost increases during peak load.

3.1 How and over what do we profile?

e Calibration set - This is the set of emails used to offline
profile and decide factors like choice of cascade’s SLMS.

o Email Labels - This is the list of labels with their require-
ments (e.g.,, nature of the label) which is used to determine
the best labeling method to assign values at runtime.

o SLMs and embedding models - This contains the whole list
of SLMs and text embedding models which can be used.

e Range of confidence thresholds - This provides lower and up-
per bounds of confidence thresholds, from which the SLM
cascade chooses values for optimal quality-cost tradeoffs.

Argo’s profiler compares the quality-cost tradeoff of gen-
erating a label using a knob value compared to the same label
generated by the LLM baseline. This gives us Pareto-efficient
choices for knob values to label the emails.

Finally to generate labels, Argo takes as input both the
email content and associated metadata such as the sender,
recipients, and CC list. Some metadata fields are universally
available (e.g., sender name and CC list), while others, such
as the sender’s organizational level, are incorporated when
available. This metadata can provide useful contextual sig-
nals and improve labeling quality in some cases. However,
our experimental analysis showed that the email body re-
mained the primary source for producing high-quality labels,
due to higher context information present.

3.2 Selecting knob values with Argo’s profiler

Argo establishes that label characteristics as a signal to
choose the labeling method at runtime. Based on extensive
profiling, Argo decides that an SLM cascade is best if the label
is multi-class and a trained embedding classifier suffices, if
the label is binary. Argo’s profiler selects the subset of SLMs
and confidence thresholds for the cascade, ordering SLMs by
increasing model size to minimize cost. Given an email, Argo
sends it to the first SLM and keeps the label if confidence
exceeds the chosen threshold; else, it moves up the cascade.

The embedding classifier is 3-layer neural network and
is trained using embeddings of the emails from the input

Algorithm 1: Greedy Allocation With Instance
Penalty and Strict Running-Cost Ordering

Input: Total demand D, number of requests r, instance capacity C,
instance base-costs c;, penalty p > 1,
running costs per request z; < zz < -+ < Zp,
initial steady-state requests k;, initial instances n;,
number of models m in the cascade
Output: Updated n;, k;, TotalCost
1 Dyeq < D/r;
2 for each new request do
3 | fori < 1tomdo

4 if k;Dyeq < n;C then

5 ki < ki +1; // Model i has free instance capacity

6 ¥break;

7 else

8 AlnstCost « c;p™i; // Provisioning a new instance

9 ARunCost « zj.1 —z;; // Cost of pushing to next

model

10 if AInstCost < ARunCost then

11 n; «<—n;+1; // Cheaper to add an instance here

12 ki — ki +1; // Serve request on the same model

13 break;

14 else

15 Lcontinue; // Try the next more expensive model
L s

16 InstanceCost «— X7 ¢; re=u

17 RunCost « X7 k;z;;
18 TotalCost « InstanceCost + RunCost;
19 return n;, k;, TotalCost

calibration set. The profiler decides the optimal choice of
embedding model to be used. The generated embeddings are
reused across all binary labels. The classifier is offloaded to
the CPU for training and inference, which saves GPU costs.

Argo’s objective is to perform email labeling while balanc-
ing cost and quality. Argo balances the tradeoff by choosing
a point on the Pareto Front which maximizes sum of the
normalized generation quality (wrt. to baseline LLM) and
the cost reduction (wrt. to cheapest model). By default, the
Balanced policy is chosen, however Argo allows operators
to specify weights for each dimension for custom tradeoffs.

3.3 How do we manage the cost of profiling?

Incrementally building the calibration email set: A nat-
ural challenge in Argo’s design is to control the cost of the
offline profiling to realize cost savings during inference. The
size of the offline calibration set of emails for profiling is an
essential knob, if too small, the profiler may not generalize
while if the size is too large, the profiling may waste re-
sources, without providing additional gain. Argo tackles this
by incrementally building the calibration set, with respect
to a holdout validation set. We start with a small calibration
set, profile on it and test on the validation set. We continue
increasing the size of the calibration set till Argo finds points
on the quality-cost Pareto Front on the validation set.
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Figure 4. Argo finds multiple Pareto Efficient cost-quality tradeoff points for the SLM cascade and chooses the balance point
(blue square) which achieves 148-167X cost reduction with comparable quality

Pruning the space of profiling knobs: Argo reduces pro-
filer cost by exploiting empirically observed independence
among profiling knobs. The first observation is that optimal
SLMs in the cascade can be chosen independently based on
each SLM’s cost-quality tradeoff space, as SLMs with better
individual tradeoffs form better cascades. Second, ordering
SLMs by increasing size minimizes cost, since cheaper mod-
els are used more frequently. Finally, Argo performs an of-
fline sweep over confidence thresholds for the selected SLMs
and chooses threshold values on the Pareto Front, without re-
quiring an exhaustive search. When individual SLMs (Figure
3) consistently achieve poor quality below certain confidence
values, Argo discards those values from the search space.

3.4 On-demand provisioning to minimize email
labeling costs under increasing load

Argo also builds a provisioning scheme to scale and man-
age the SLM cascade with increasing email load, to ensure
minimal cost increases. Outlook uses SLMs for labeling via
model-as-a-service hosted APIs and is billed per real-time
requests made. We setup the cost model for the SLM cascade
with two costs based on Outlook’s setup for deployment.

o Per-request usage cost - This is the inference cost of serving
a request on a given model. Requests are sent to a model
instance and billing is based on real-time usage.

e Model instance provisioning cost - This is the cost of creating
an SLM instance. Provisioning under available capacity
incurs only the base cost; once capacity is reached, each
additional SLM instance incurs a penalty factor p to ensure
fair sharing with other services.

Algorithm 1 minimizes cost by choosing the smallest mar-
ginal cost increase at each cost-increasing decision. In lines
4-6, it assigns requests to the current model instance while
capacity remains. Once the email arrival rate increases and
instance capacity is reached, lines 8-15 compare the mar-
ginal cost of provisioning a new instance with penalty p
against moving up to an SLM with higher per-request cost.

Based on whichever adds lower cost, Argo adds a new in-
stance or moves up the cascade, continuing this process for
subsequent requests. Algorithm 1 is optimal for minimiz-
ing inference cost increases as (a) per-request costs increase
monotonically up the cascade and (b) every cost-increase
decision minimizes the marginal cost increase. As costs are
additive, minimizing each increase minimizes total cost.

4 Evaluation
4.1 Setup. Datasets and Baselines

Argo’s profiler chooses 5 open-source SLMs for the cascade
and one embedding model for the classifier. The API cost is
measured using token cost [14] of running the models on
Azure Al Foundry. For local mode, we use upto 4 NVIDIA
A100 GPUs hosted on Azure to run the SLM cascade with
vLLM [11]. The model-as-a-service mode is run as a API on
Azure Al Foundry. The embedding classifier is trained and
run on an Azure CPU server.

We evaluate Argo’s performance on three public email
datasets: the Enron [6], Fauci [15], and Hillary Clinton [19]
email corpora. For evaluation, classifier training and profil-
ing, all emails are labeled with the baseline GPT4.1 LLM.
Inference Baselines: In Figure 4, we compare Argo with
GPT-4.1, individual SLMs, and an oracle SLM cascade (as a
quality upper bound). GPT-4.1 generates reference labels for
measuring F1-score and API Cost Reduction Factor, while the
oracle selects the least expensive SLM that matches GPT-4.1,
defaulting to the most expensive SLM when none agree.
Profiler Baselines: We compare against exhaustive profil-
ing over all configurations on the full calibration set, as well
as variants using random 1% and 10% samples. We also evalu-
ate reduced search spaces that either retain only three SLMs
with the best individual quality-cost tradeoffs or profile only
thresholds above the median value on the full calibration set.

4.2 Measuring performance gains with Argo

Cost-reduction at comparable quality: Figure 4 shows
Argo’s quality-cost tradeoffs for email labeling across three
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Figure 6. Argo achieves 20-640000%x lower profiling costs
compared to all baselines maintaining same or higher quality

open-source email datasets, reporting average F1-score across
labels. By default, Argo selects Balanced, achieving a 148-
167X API cost reduction over the GPT-4.1 baseline at com-
parable quality, while outperforming every individual SLM
in the cascade with 5-15% higher quality and 1.67-17X lower
API cost. We also show Cost Focus and Quality-Focus op-
erating points on the Pareto front, achieving 186-200x and
120-136% API cost reductions respectively, allowing Outlook
to meet different requirements. We validate quality tolerance
providing values acceptable to Outlook’s business needs.
Cost-Efficient scaling under peak load: We simulate load
by increasing the arrival rate over evaluation emails. We
maintain a request-queue for each SLM instance and at-
capacity is reached when the queue is full. The initial instance
allocation is based on each SLM’s usage fraction from profil-
ing. Figure 5 evaluates Argo’s provisioning under increasing
load on the Enron dataset. We consider bottleneck capacities
for 1 SLM (orange) and 3 SLMs (green) under penalty factors
of 2x and 5X. Across penalty factors and capacity bottle-
necks, Argo achieves 2.2-3.8% lower cost increase than both:
(a) always increasing instances on demand and (b) always
moving up the cascade for residual capacity.

Argo enables cheaper profiling without quality drop: Fig-
ure 6 compares Argo’s profiler cost against profiler baselines
and measures quality against GPT-4.1 labels. Argo matches
exhaustive profiling quality while being 640000 cheaper. In

contrast, the 1% and 10% sample baselines are 31000 and
4850 cheaper than exhaustive but have 33% and 21% lower
quality respectively. Reduced Cascade has a quality drop of
12% and is only 24-29% cheaper, while Reduced Threshold
matches exhaustive quality but is only 12-15X cheaper.

5 Conclusion

We present Argo, a system for low cost email-labeling at en-
terprise scale. It uses efficient profiling and inference, along-
side intelligent provisioning to minimize costs at peak load.
Argo is designed to meet the production and adoption needs
for Outlook’s deployment in their email client.
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